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Least Squares Notes for Processing Survey Data

1 Statement of Problem

Least squares solution of linear equations is presented in many books.  The general matrix-vector equation is
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where  X is the vector of n unknowns.  For surveying, they are n unknown values of point coordinates, typically but not necessarily two unknowns per point.


A is an m by n matrix of coefficients relating m observations to n unknowns


L is the observed set of m values for coordinates, distances, angles, azimuths, etc.


v is the residual error of fit m vector which is to be minimized

If we have the same number of independent equations as unknowns, m = n, and if those uniquely determine the unknown values, the exact solution can be found and v = 0. 
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 In the cases of more or fewer independent equations, least squares is applicable.  If we have more independent observation equations m>n, then there is usually an error of fit, v ≠ 0 which we wish to minimize in the least sum of squares sense.  If we have fewer independent equations m<n the results are not unique, but least squares will find the “smallest” solution |x| (i.e. closest to chosen origin).  

The weighted best-fit solution is
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The term 
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 is called the weighted pseudo-inverse, and for the over- or under-determined cases replaces the simple inverse A-1.

In terms of the dimensions, we can write
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2 Weighting

A weighting matrix W can be used to represent the relative reliability or importance of the observations.  If all observations are equally reliable and are independent, then W is an identity matrix and it may be dropped from the equations. 

The diagonal weights are the inverse of the a priori measurement variance estimates, the square of the “standard error” for each angle or distance.


[image: image6.wmf]2

1

Li

ii

w

s

=


Non-zero off-diagonal terms wij represent the covariance between the corresponding measurements, if any are correlated. The program currently does not support off-diagonals.

3 Linearization

Surveying data does not fit directly the linear equation form because it involves formulas for distances as the square root of sum of squares, and angles found by arctangents.  The X variables are the coordinates of the points to be fitted, and the A matrix equations are formed for whatever combination of observations is available.

The first step in filling A is to find a set of linear equations that describe rates of change in the neighborhood of an approximate solution X0.  Solving these equations yields a better approximation to the solution.  The equations are re-linearized at the new points, and the process is repeated until it converges.  

Wolf and Ghilani discuss the linearization process and present linearized equations for distances, azimuths, and angles.  The function Fi representing a distance or angle is expanded in a Taylor series and the first derivative terms retained.  Then
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The coefficients in parentheses become the rows of the A matrix, the dx values make up the X vector for the linearized problem, and dL (the difference between observed and computed) replaces L.  After the last pass, V=-dL, and we revert to the original problem space instead of the linearized one.
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3.1 Derivation of Linearization for a Distance Measurement

Wolf and Ghilani present formulas for linearization of the distance between two points.  Their results, however, stop with algebraic formulas, one step short of a trigonometric representation that is perhaps the most useful representation.  A different derivation follows:
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Trigonometric representation of the coefficients avoids any possibility of dividing by numbers near zero, which could cause sensitivity to measurement error. (Use a 4-quadrant arctan function.)  The trigonometric coefficients are always components of a unit vector; only the angle gets uncertain for small differences, but then it is not important.  This property does not seem to help instability for nearly coincident points, however, as discussed later.

A measurement type for the difference of two distances is also be useful, for example to require several points to fall on a circular curve at equal but otherwise unconstrained distance from center, or two sides of a roadway to maintain a defined width.

3.2 Derivation of Linearization for a Bearing Measurement

The derivation of the azimuth or bearing equation is given below, in notation slightly different from Wolf and Ghilani (11th ed) p. 421-422, eq 15.23, 24 as an example of linearization.

Define Azimuth angles clockwise from north.  The residual between measurement and calculation is v.  Then for two points having x and y coordinates, with subscript ‘a’ for the ‘at’ point and ‘f’ for the ‘foresight’ point, the Azimuth angle in radians is:
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with initial value and derivatives evaluated at initial coordinate estimates 
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The partial derivatives are:
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Then we have:
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where angles are in radians and derivatives are radians per unit length of coordinate change.  If we want angle residuals in seconds, then the scaling is  ρ=206,264.806… seconds/radian.


[image: image18.wmf]ú

û

ù

ê

ë

é

+

-

-

+

+

»

a

FA

X

f

FA

X

a

FA

Y

f

FA

Y

i

dy

D

D

dy

D

D

dx

D

D

dx

D

D

A

A

v

2

2

2

2

0

r


The expression for an angle is easily obtained as the difference of two bearings, sharing one common point.

A 4-point angle, i.e. difference in bearing of two lines, is easy to derive as the difference of two bearings that do not share any point.  This is useful to force lines of a plat to be parallel, or perpendicular without defining their point of intersection.

3.3 Derivation of Linearization for Distance of Point to Line

Given the coordinates of two points on a line and another point P, determine the distance from P to the line.
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Useful steps for each variable are of the form
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a messier way is using the rule
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The partial derivatives are
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3.4 Derivation of equations for Area of a Quadrilateral

The area of an arbitrary quadrilateral can be found from the coordinates of the corners by methods such as Double Meridian Distance or the equivalent on the other axis.  Find the area of each column with height equal to the average of the points on each side, with attention to signs so that the extra area between the axis and the figure cancels out.
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cancel common terms


[image: image34.wmf]1

4

4

1

4

3

3

4

3

2

2

3

2

1

1

2

2

y

x

y

x

y

x

y

x

y

x

y

x

y

x

y

x

A

-

+

-

+

-

+

-

=
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It may be possible to add an area goal to the LS solution.

4 Numerical Solution Method for Least Squares Equations

A solution could be obtained directly from the equation we had above,
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but it is useful for analysis of error propagation to define a matrix with just the portion in parentheses, that will be inverted.
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Inversion to find QXX should be done by the method of Singular Value Decomposition as discussed below, rather than by other matrix inversion methods, for best numerical accuracy.  

We update the approximation
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and the iteration restarts with computing the linearized coefficients at the new X vector.  After enough iterations, dx should approach zero and X approaches the optimum solution.

4.1 Instability

Linear least squares is stable in theory, but we may need the Singular Value Decomposition technique to deal with the effects of limited numerical precision.  

However, the general non-linear problem using angles and distances may not be guaranteed to be stable, i.e. may never converge.  Some examples have shown a tendency to overshoot on each iteration so that the result never converges, or even diverges.  See the textbook example of the problem of overshoot with the Newton–Raphson method of root finding to perhaps help appreciate this problem, although it really is not an identical problem.

It has been found that when a tendency to oscillate exists, raising the zeroing threshold used with the SVD and applying some fraction of the dX value (perhaps half or less) may help move the vector to a region closer to a solution, where the linearization is more accurate.  Then going back to the preferred threshold may remain stable.

A particularly difficult example is two sets of data with firm ties internal to each set, such as plat data and measurement data, with the sets tied loosely together by specifying zero distances and some moderate standard error.  We may intuitively think of this as corresponding to two rigid masses joined by weak springs (the loose measurement weights) and thus tending to shake.  

Note that Star*Net does not allow zero point-to-point distances and also fails to converge this example in a reasonable number of iterations when given very small distance goals.

We could investigate whether specifying zero X and Y coordinate zero differences is any more stable than zero point-to-point distances.

A separate problem needs to be set up for the case of matching plat and measurements.  Each set should be fitted by itself and then considered fixed.  To match them only four variables would be provided: x and y translation, rotation, and (optional?) scaling between the sets. There is a commercial software product that does something like this.

4.2 Singular Value Decomposition

The matrix equations may be poorly conditioned.  Condition numbers of 1015 are not unheard of.  This is especially so if a point is poorly determined by the measurements or some group of points is only loosely tied by the measurements to another group of points.  In these cases the inversion of the matrix may give very poor numerical accuracy, and even those points that should be well-determined will have excessive numerical error in their solution.

A method of dealing with this problem is to perform the matrix inversion by Singular Value Decomposition (SVD).  This is treated only in advanced textbooks on numerical analysis.  Major libraries of software for numerical analysis, including Matlab, provide the tools.  It is not a simple matter to program efficiently.

SVD decomposes any matrix into three parts, with the middle one S being diagonal and conventionally having its elements (the “singular values”) in decreasing order.
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U always has the same shape as Q (here square) and P is always square.  Here all dimensions are n (number of unknown coordinates).  P and U are normal (each column has vector magnitude 1) and columns are orthogonal unless two of the singular values are identical.

Each diagonal element of S relates to a combination of the problem variables.  The smaller this number, the more poorly that combination of variables is determined by the data.

The combination of variables that is ill-determined, as indicated by a small Sii, is given by the corresponding column of P, a very useful result for determining what additional measurements may be needed to pin down the variables (see later comments).  The rows of UT relate indirectly to the combinations of measurements that affect the combinations of variables, a less important result.

Inversion replaces the diagonal elements of S by their reciprocals, since the rest of its elements are zero.

The trick for poorly determined variables is to set a threshold for the smallest diagonal value that will be accepted and to replace the huge reciprocal of any smaller value with zero.  When the other solution values are computed, they will then have much less numerical processing error.  

The associated combination of variables will shift an insignificant amount from the values they would have with perfect numerical accuracy, in the direction of the origin, or for the linearized problem toward the current linearization point X0.

thresh = 1e-9 *max(S)

for ii=1:length(S)

    Sinv(ii,ii)=1/S(ii,ii)

if( S(ii,ii)  > thresh 

    S0inv(ii,ii) = 1/S(ii,ii)

else

    S0inv(ii,ii) = 0

endif

    endfor
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It may be useful to keep another version of the inverse matrix that still has the large reciprocals and to use this matrix for computing probable errors.  First attempts show negligible difference in the statistics.  THIS NEEDS FURTHER STUDY.



[image: image43.wmf]T

XX

U

PS

Q

1

-

=


5 Errors of Fit

The residuals, or errors of fit to the linearized problem, are given by
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and this will also be the residual error of fit to the overall problem once convergence is reached.

The “standard deviation of unit weight” is an important value for error analysis in the overdetermined case with m equations in n unknowns (m > n), and is given by
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Chi-squared summarizes the errors of fit.  If W is diagonal then 
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If σ0  is not far from unity, then the a priori standard errors were, on the average, about right.  The chi-squared test provides a mathematical definition of “not far”.

5.1 Philosophies Compared

One philosophy assumes that the input values for standard error only set relative weights on the measurements, and that the actual scaling factor for the standard errors is to be estimated from the measurements.  This is the method described in Wolf and Ghilani’s various books.  It has a basis in statistical theory, but the theoretical details are not presented in elementary and mid-level books.  Some commercial software appears to use this method.

Another philosophy, adopted by Star*Net and based on the mathematics described by E.M. Mikhail in various references, assumes the user knows the right standard error values for his measurement process.  This makes sense if the same equipment and procedures have been thoroughly tested, and especially if also the present data set is small.

The Chi-squared test checks whether this is a reasonable assumption and if the test passes, the post-processing statistics are based on those prior values, ignoring the precise goodness of fit for this set of measurements and calling the discrepancies reasonable “chance variation”.  

If Star*Net finds the standard error values fail the chi-squared test because the output errors are too large, then it does rescale the standard errors accordingly.  It does not, however, use the same factor for the confidence ellipses as W&G, as explained below. 

If the chi-squared test fails because the output error is much smaller than predicted by the standard error inputs, Star*Net merely notes that failure but retains the more pessimistic prior values.  What Star*Net does is the same thing a user might do on finding his input standard error values unrealistic: say “we were sloppy today,” and rescale them so that on a new run σ0  =1.

Another approach given below uses the more pessimistic of either the input standard errors (scale factor=1) or the estimated standard error factor.  No theoretical basis supports this but it seems a very practical “safe” approach.

5.2 Chi-squared Test

The chi-squared test tells us whether the a priori estimates of the measurement error is realistic.  The result of this test may be used to choose the type of posteriori value we use for the errors of estimation.

Upper and lower acceptance limits for 95% confidence are computed for X2 or σ0 using the tabulated or computed values that cut off 2.5% and 97.5% of the chi squared distribution.

Acceptance:  
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If the value for our set of observations is outside this range, then on average the a priori standard errors are not realistic.  The user must decide what to do with this result as part of the overall philosophy.

Wolf & Ghilani discuss this test but do not do anything with the decision result.

	r degrees
	σ0 lo lim
	σ0 hi lim

	1
	0.03134
	2.241

	2
	0.1591
	1.921

	3
	0.2683
	1.765

	4
	0.3479
	1.669

	5
	0.4077
	1.602

	100
	0.8615
	1.1382

	1000
	0.9559
	1.0436

	10000
	0.9861
	1.0138


The low limit can be approximated to better than 0.0005 for r ≥ 1, and converges to the normal approximation for large r, using the following series.
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The 1.38590 = Z 0.025 / sqrt(2) comes from the normal approximation where Z 0.025=1.95996, and that precise value is important for large r.  The other coefficients are empirically chosen for fit at lower values of r.  The target values through r=1000 were computed by the Excel spreadsheet function, and also checked to the lower precision given in textbooks.

The upper limit is approximated within an acceptable 0.004 for r=2, less than 0.0003 for r ≥ 3, and converges to the normal approximation for large r, using the following series.  
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5.3 Posteriori Values

The posteriori standard deviations of the adjusted quantities give us some idea of how good our solution is.  It is worthy of note that the posteriori standard deviation estimates depend on the errors of fit V only through σ0 if at all.  So which fit errors are large does not determine which standard devations are large.
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The posteriori standard deviations depend primarily on the a priori standard errors of the observations (via the W matrix) and on the network geometry (via the A matrix).  If you have bad estimates of the measurement standard errors, the computation process will not give good estimates of the coordinate errors.

Five somewhat reasonable strategies can be used to express the posteriori estimates.

1) max(#3, #4)   Apply the σ0 value only if fit is worse than expected, whether or not Χ2 passes.  This is the safest method to avoid overconfidence in the results.

2) Use a priori values (#3) if pass, or if fail lower chi-squared limit, and rescale by posteriori (#4) if Χ2 test fails upper limit .  This is done by Star*Net.  It uses a priori information only, unless the fit fails the test for being realistic, and then uses the pessimistic value.  While some argument can be made for this, the discontinuity for a small change in fit seems disturbing.  Star*Net does not change to F-distribution to calculate the scaling.  See “Philosophies” above.

3) 
[image: image61.wmf]i

i

i

X

X

X

q

,

=

s

  Ignore actual goodness of fit and rely on a priori standard errors.  This is appropriate for pre-planning a survey with no field data yet available.  Use Rayleigh calculation of the error ellipses.

4) 
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  (Wolf and Ghilani.)  Always estimate the scale factor for standard errors and use the input standard error values supplied only for relative weight.  The estimated factor is the overall goodness of fit σ0.  Error ellipses by F-distribution.  An argument can be made that this places too much reliance on a particular (perhaps small) set of field data if the user already has good prior estimates of typical measurement errors for their equipment and procedures.

5) Use a priori (#3) if Χ2 test passes, and posteriori scaling (#4) if it fails either limit.  While some argument can be made for this, the discontinuity for a small change in fit seems disturbing.  It is seriously too optimistic for the 2.5% of cases that accidentally fail the lower chi-squared test.

The probable error of the adjusted observations is found (with the same choice of strategies using or ignoring σ0)
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5.4 Error Ellipses

The σx values of northing and easting in the X vector for each point are informative, but not the best way to interpret the likely error in the point coordinates because they are usually correlated.  The correct measure of error is the semi-major axis of the ellipse having those σx values on each axis, and an orientation determined by the correlation.  We obtain these from the Qxx matrix where x and y are used here to denote the appropriate subscripts.

The axis angle of the ellipse is (by Wolf & Ghilani’s equations)
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and the semi-major and semi-minor axes are (ignoring σ0 if not to be used)
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It is customary to express the error ellipses not as sigma values, but as 95% confidence values. The computation depends on the assumptions/philosophy used. 

Graphical plots of the error ellipses usually include an exaggeration factor so that they can be seen at the scale of the overall project.

5.4.1 Error Ellipses (by Rayleigh distribution)

When the input standard error values are to be taken as known and fixed, not to be estimated by the degree of fit in this particular data set, then the output errors for a point are a bivariate gaussian distribution, with possible correlation between the x and y errors.  The distribution of the radial distance from the true point to our estimate is then a Rayleigh distribution with some factor C times the standard ellipse.

Star*Net uses this approach.  Note that it does not switch even if the chi squared test fails (See philosophies above).

The radius not exceeded with 95% probability for Rayleigh is 2.448 sigma, so this value is used to scale the major and minor axes of the ellipse.  The scale factor for various confidence values can be computed as
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[[[Is the square of the radius a chi-square distribution with 2 degrees of freedom??]]]

5.4.2 Error Ellipses (by F-distribution)

If the scaling for the standard error values is being estimated from the degree of fit, then the references tell us that the confidence values are computed from the F-distribution.  Estimating the scale factor from the observation data has modified the output error distribution so it is spread more and no longer Rayleigh, although it converges to that for very large degrees of freedom.

The scaling to 95% is typically 2.5σ to 3σ for problems with a reasonably large number of degrees of freedom r (many more observations than unknowns), but can be several times that for small r.  The factor for a 2-dimensional problem is found from the F distribution (Excel Finv) as
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	r degrees
	C90%
	C95%
	C99%
	
	r degrees
	C90%
	C95%
	C99%

	1
	9.950
	19.975 σ
	99.993 σ
	
	10
	2.418
	2.865 σ
	3.888 σ

	 2
	4.243
	6.164 σ
	14.071 σ
	
	15
	2.322
	2.714 σ
	3.566 σ

	3
	3.305
	4.371 σ
	7.851 σ
	
	20
	2.276
	2.643 σ
	3.420 σ

	4
	2.941
	3.727 σ
	6.000  σ
	
	30
	2.231
	2.575 σ
	3.283 σ

	5
	2.749
	 3.402 σ
	5.152 σ
	
	∞
	2.1460
	2.448 σ
	3.035 σ


Table 15.5 from Wolf and Ghilani (11th ed) can be satisfactorily approximated (better than 1% for r ≥ 2) by
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Based on the Excel function, an approximation (better than 1% for r=2 and 0.1%) for r > 2) is
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If we choose 99% confidence, an approximation (better than 0.1% for r > 2) is
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If we choose 90% confidence, an approximation (better than 0.1% for r > 2) is
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If we choose 50% confidence, an approximation (better than 0.1% for r > 2) is
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We need a better explanation of the method used by W&G to compute the 95% confidence ellipses.  Their method depends on the number of degrees of freedom (redundant observations) whereas the other philosophy uses a fixed scaling factor.

An intuitive approach parallel to W&G would be to find the confidence limits on the estimated standard error factor and use the fixed scaling to the ellipses.  The numbers do not match, however, so there must be some fairly advanced statistics theory to be understood here.

6 Dummy Observation Equations

Distances or angles that were not directly measured can be included in the matrix manipulations to calculate their values along with an estimate of how well they are determined by the other measurements.  An arbitrary “measurement” value with very large standard error (negligible weight w) for them will obtain the answer, but affects the overall σ0 value.  They must therefore be omitted from the computation of chi-squared, degrees of freedom, and σ0.

Consider appending dummy observations as rows on the bottom of A, W, and L, with strictly zero weight and a flag to skip them in the count of m observation equations.  The order of the observations (rows) is irrelevant, so these results are general.
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So the Q matrix does not change.  We should get the same results for X. 
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The statistics for X will not change because they are based on QXX.  Chi squared is unchanged because of the zero weights.  QLL will be extended to cover the new entries, without changing the old values.
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7 Loosely Controlled Combinations

As mentioned earlier under SVD, the last columns of the P matrix tell us which combination(s) of variables are least well-determined by the measurements.  This is a more detailed diagnostic than the error ellipses, although related to them.

If an element of S is negligibly small (thus inverse to be zeroed), then an arbitrary amount of this combination can be added as a vector to the solution coordinates without impairing the fit.  Obviously additional measurements are needed to tie down those variables.  A graphical plot of the points plus the column vector (with exaggerated scaling like often used for error ellipses) will assist in finding what measurements need to be added. 

For instance, if one point is fixed but no other point coordinate or line bearing is tightly controlled, the set of points will show rotation around the fixed point.  If angles and bearings are precise but no distance is tightly controlled, all points will appear to radiate from the fixed point.  If a group of points has tight interrelationships but only a loose tie to the fixed point, then that group will have large and similar vectors. 

Even when not zeroed, the least-determined combination(s) help us choose additional measurements that will have most benefit in tying those variables to the rest of the data.  

The degree of indeterminacy can be indicated by the square root of S-1ii, interpreted as the square root of sum of squares of the coordinate movements caused by a one-sigma change in the worst direction for each of the observations controlling that combination.
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8 Reliance Indicator

An indicator can be formed for the reliance placed on each measurement.  If an approximate set of values are processed before taking field measurements, the reliance value would indicate which angles need the most repetitions and which distances need greatest attention to centering and temperature correction.  If the actual data does not give tight enough results, the reliance measure would help indicate which measurements should be repeated.  It does little good to refine a measurement that has small effect on the computation of the loosest coordinates.

From earlier we have the equation
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If we consider a small increment in one measurement Li  (such as  σLi) we can see its effect on the point coordinates by the small vector change in X that we will call r.
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Thus, each measurement corresponds to one column of the bracketed left-hand matrix product.  To summarize the effect, we can take the square root of sum of squares, the norm of r, which is just dLi times the norm of the column vector.  Alternatively, we could take the maximum value in the column.

What dLi should we use?  Since we mix distances and angles in our measurements it is difficult to interpret a unit change.  One possibility is to use a change of the standard error (or 3 std err) for each measurement. [measured or observed??]

To obtain all of these at once, we can write (using for instance dLi = σLi)
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and our reliance measures are the set of norms of the columns of R.

This is still somewhat confusing.  If a measurement has a high reliance value of ri, adding another measurement with the same standard error will split the reliance and give each sqrt(0.5)R=0.7 R, whereas averaging the measurements so a single entry has std err 0.7 as large and will hardly change R, due to the effect of other measurements.  Yet, both methods of incorporating additional measurements accomplish the same improvement in coordinate accuracy.  Improving a measurement with low R (by measuring with lower std error) may increase R.

The reliance indicator has not seemed very useful in practical examples.

9 Degree of Checking

It is highly desirable that all observations are somehow checked by the other observations.  The degree to which this occurs can be indicated by the ratio of the a posteriori standard deviation with the observation included to the standard deviation that would result if this observation was excluded or had infinite standard error.  The definition holds regardless of whether σ0 is applied to the posteriori values, but the following formulas are written without scaling by σ0 in order to put them in terms of the std err value.
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Thus C=1 means this observation was so thoroughly checked by others (relative to its own std error) that it had negligible effect on the result.  C=0 means there was no checking and the result is entirely dependent on this observation.  If two observations with equal std err are made on the same quantity and no other observation influences their value, then each has C=0.707.  Thus some threshold can be set below which the observation is considered to be inadequately checked.  

It is noted that a classical triangulation quadrilateral with diagonals, 8 angles measured and one side known, has a check factor of about 0.7 (precise value 0.707  for a square figure).

Possible thresholds might be
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This seems to be a useful measure.

10 Residual/Post Sigma Ratio

Another measure that could be studied is the ratio of each measurement residual to the post sigma for that measurement.  In a simple many-times-repeated measurement, this would approach a gaussian-normal distribution with rms=sqrt(Nmeas)  ??. In a complex network, the effective N may not be obvious.  

This statistic might be used somehow to locate bad measurements.  However it leads to the temptation to weed out measurements that don’t fit the current best estimate, whereas such weeding is not theoretically justified, and those measurements could actually be better than some others.

Another problem with this measure is that the standard error value used for the measurement should be the controlling parameter.  If a measurement is not well checked, then it will pull the points to make the residual well within the standard error.  The post sigma will be very near the standard error, and this ratio will look good whether the measurement is good or not.
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